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Abstract— This paper presents a low-power and highthroughput Deblocking Filter (DBF) hardware architecture for
the High Efficiency Video Coding (HEVC) standard. The architecture implements the three HEVC deblocking filtering
modes, namely: (i) normal filter, (ii) strong filter and (iii)
chroma filter. The designed DBF architecture is able to process
64 samples per clock cycle, considering luminance and chrominance components. The architecture was described in VHDL
and synthesized targeting the CMOS standard-cell TSMC
40nm library. The power results were reached with real input
samples extracted from the HEVC reference software. Synthesis results show that the DBF design, when running at
124.4MHz, can reach a throughput of 60 frames per second
(fps) for a 7680×4320 (8K UHD) video resolution. At this frequency, the DBF design presented a low power dissipation of
4.73mW. The presented DBF hardware surpasses all related
works in terms of throughput and power dissipation and is the
unique solution able to real-time processing of 8K UHD videos
at 60 frames per second.
Index Terms— Video Coding, HEVC, Deblocking Filter,
Hardware Design, High Resolution Videos.

I. INTRODUCTION
With the recent technological innovations that led to the
popularization of consumer electronic systems for data interchange, the use of video resources has become common in
our daily lives. Digital videos are currently used for entertainment, work, education, among other applications. On-demand video is becoming more common and widespread
through popular streaming services such as Netflix, which
feature a large catalogue that can be accessed anytime, anywhere around the world. According to [1], video streaming
applications require intensive use of the network bandwidth
and currently correspond to a significant share of all internet
traffic. It is expected that video data will represent 82% of
all consumer internet traffic by 2021.
Video compression is mandatory for applications that
manipulate digital videos due to the big amount of information required to represent them. The current demand for
digital video applications boosted the interest of both industry and academy in the development of new standards and
codecs that enable video compression with good image quality [2]. The current state-of-the-art video coding standard is
the High Efficiency Video Coding (HEVC) [3], which stands
out for its efficiency when compared to its predecessors,
such as the H.264/AVC standard. H.264/AVC already presented good data compression efficiency, but the demand for
higher resolutions stimulated the development of new and
more efficient algorithms that led to the definition of a new
standard [4].
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The HEVC standard was developed with the main objective of duplicating compression rates achieved by
H.264/AVC, maintaining the same image quality [5]. This
goal was achieved, but these improvements came with significant costs in terms of computational effort.
Besides high quality and high compression rates, current
video coding applications must also provide high throughput
and low power, especially in devices that capture and/or reproduce such type of media implemented in embedded platforms that operate on limited computational and energy resources. This way, several works recently published in the
literature aim at creating encoding/decoding solutions that
follow existing video standards to reduce complexity and
processing time with little or no effect on image quality and
compression rates, like [6], [7], [8], [9] and [10].
The HEVC encoding process follows the block-based hybrid scheme used in previous standards, composed of interframes and intra-frame prediction, transforms, quantization,
entropy encoding, inverse quantization and inverse transforms. The Deblocking Filter (DBF), which is the focus of
this work, was firstly introduced in the H.264/AVC standard,
aiming at improving the subjective video quality by reducing
the blocking effect caused by the quantization step [2]. The
quantization step is represented by a quantization parameter
(QP). The QP value could vary from 0 to 51 to define the
video compression rate where higher QPs imply in high compression rates and lower QPs imply in lower compression
rates. As higher is the QP, as higher is the compression rates,
but also as higher are the quality losses.
Blocking effects are present in most encoded videos because video coding operations are based on blocks of pixels,
which are encoded independently of their neighboring blocks
with distinct tools, such as prediction schemes and quantization levels. Thus, the inconsistencies between these blocks
result in discontinuities and artifacts at their edges, which
end up causing degradations in image quality [11].
The DBF was designed to attenuate such artifacts between two adjacent blocks. When applied during the frame
reconstruction, the filter smooths the edges and significantly
improves the visual quality of the reconstructed video frame
[11], providing a better experience to the viewer. Besides
the DBF, HEVC also includes a second in-loop filter that
complements the filtering operation and contributes to improve even more the subjective image quality. It is called
Sample Adaptive Offset (SAO) [11].
According to [12], the In-Loop Filter algorithm is responsible for approximately 12% of the HEVC decoder computational complexity and 0.2% of the HEVC encoder [13]
complexity. The DBF is responsible for 11% of the decoder
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complexity and the Sample Adaptive Offset (SAO) is responsible for only 1% of the decoder complexity [12]. The
work [8] shows that there is a strong data dependency between the filtered samples, which makes difficult the parallelization of the filter operations. So, contributions in this
area are still important.
This paper presents a low-power and high-throughput
DBF architecture compliant with the HEVC standard. The
architecture implements the three HEVC deblocking filtering modes, namely: (i) normal filter, (ii) strong filter and (iii)
chroma filter. The decision on which filter is applied follows the DBF algorithm and considers characteristics from
adjacent blocks for both luminance and chrominance components. Depending on the filtering decision, the set of input
samples are forwarded to a normal or to a strong filter for
luminance samples or to a chroma filter for chrominance
samples.
This paper is organized as follows: Section II describes
the HEVC DBF algorithm and its main operations. Section
III presents related works focused on hardware design for the
DBF. Section IV presents the designed DBF hardware. Section V presents the obtained results and comparisons with
related works. Finally, Section VI concludes this paper.
II. THE HEVC DEBLOCKING FILTER
The HEVC block diagram is represented in Fig. 1, which
shows the steps of the coding process, including the DBF,
which is the focus of this work. As one can notice from Fig.
1, the DBF is located in the reconstruction loop. There are
two filters inside the In-Loop Filter, the DBF and the Sample
Adaptive Offset (SAO) [11]. These filters work together to
improve the subjective image quality.
The video coding operations are based on blocks of samples, which may be encoded using different encoding tools
than that used in the neighboring blocks. A frame is divided
into many blocks and those vertical and horizontal blocks
boundaries cause the blocking artifacts which are attenuated
by the DBF [11].
The filtering effects can be observed in the pictures presented in Fig. 2. These pictures were extracted from one
frame of the BasketballDrive video sequence which belongs
to the Common Test Conditions (CTC) [14]. This frame was
encoded using the HEVC Model 16.18 (HM 16.18) reference
software and the QP equal to 37. The HEVC DBF operates
under three filtering modes: the strong and the normal filters,
used for luminance samples, and the chroma filter, used for
chrominance samples. The boundary between two adjacent
blocks is analyzed to define which filter will be used.

Fig. 1 HEVC encoding flow block diagram.

Fig. 2 Examples of DBF effects (a) with the DBF disabled and
(b) with the DBF enabled.

The amount of samples modified by each filter depends on
the chosen mode [11]. Fig. 3 presents two adjacent 8×8
blocks, named as P and Q. The DBF is only applied when the
boundary between these blocks is aligned with an 8×8 sample grid based on the Prediction Unit (PU) or Transform Unit
(TU) positions [11] and this is valid for luminance or chrominance samples. The vertical boundary between blocks P
and Q is presented in the center of Fig. 3 and four samples
are presented at each side. The luminance filtering decision
is performed based on the value of samples belonging to lines
0 and 3 in Fig. 3 (contoured in red) and on the Boundary
Strength (BS) value [11].
BS is an input variable that is generated considering the
encoding decisions that can increase or decrease the strength
of block artifacts. This value is derived from the coding process. The BS derivation conditions reflect the probability that
a strongest artifact appears at the intra-predicted block
boundaries or by quantization and prediction from non-adjacent areas in a reference picture. The BS values are 0, 1 or 2
[11]. When BS is greater than zero, the DBF is applied for
luminance blocks. When BS is equal to two, DBF is applied
also to chrominance blocks. When BS is equal to zero no filter is applied.
The candidate samples to be modified by the filters are
those colored in Fig. 3, considering the vertical boundary
across lines 0 to 3. The strong filter can alter exactly six samples per line (orange, green and blue in Fig. 3). The normal
filter can modify four samples per line (green and blue colors
in Fig. 3). Finally, chroma filter modifies two sample per line
(blue samples in Fig. 3).
The inequation presented in (1) is applied in order to define whether the DBF is applied or not. The inequation verifies how much the samples on each side of the block boundary deviates from a straight line. The β parameter is a threshold derived from a look-up table defined in the HEVC standard, so that it has a predefined value that depends on the QP
employed to encode these blocks. This is done because the
DBF must be efficient to define when the differences among
the samples in block boundaries are encoding artifacts or
some real image detail. The encoding artifacts are mainly
caused by the QP, so that then as higher is the QP, as higher
is the β value and the chances to enable the DBF. The DBF
must be disabled when the difference at block boundaries are
higher than the limit defined by β because these differences
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line of each sample as presented in Fig.3. The same idea
holds for the samples referring to q0. Depending on the result
of (5) and (6), some lines belonging to the boundary are filtered or not.

Fig. 3 Four-sample segment of vertical block boundary between adjacent
blocks and filtered samples.

tends to be real image details. If the comparison in (1) returns
true, that is, the left side of the inequation is smaller than β,
the DBF must be applied. Notice that inequation (1) is specific for vertical edges, but a similar inequation for horizontal edges can be obtained by changing the line index by the
column index in each term, since in this case P and Q correspond to the top and bottom blocks, respectively [11].
p , − 2p , + p , + p , − 2p , + p , +
+ q , − 2q , + q , + q , − 2q , + q , < β (1)
The decision between the strong and the normal filters
for luminance samples is based on the values of the eightsample contoured in red in Fig. 3 and this decision is defined
using three inequations presented in (2-4). These inequations
are evaluated considering samples from lines 0 (i=0) and 3
(i=3) and, then six evaluations are done, three for each line.
If the six evaluations return true, the strong filter is applied;
otherwise, the normal filter is applied [11].
The parameter tc in inequation (4) is a clipping parameter
that depends on the QP value and also has its value defined
based on a look-up table, such as for β [11].
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The following sections details the operations performed
by the normal, strong and chroma filters, respectively.

𝛿 = (9 × (𝑞 − 𝑝 ) − 3 × (𝑞 − 𝑝 ) + 8) ≫ 4

(5)

|𝛿| < 10𝑡𝑐

(6)

Equation (5) is calculated for each line of the adjacent
blocks and these results are evaluated in inequation (6). If
inequation (6) returns true for an evaluated line, the normal
filter is applied in that line. Otherwise, the filter is not applied.
Besides the filtering decision, other conditions are also
evaluated to define the number of samples that are effectively modified at each boundary side. Inequation (7) shows
a condition used to determine how many samples belonging
to the edge of block P are modified, and inequation (8) presents the same condition for block Q. These decisions are
based on the same principle of inequation (1). If the test in
inequation (7) returns true, two columns of samples in block
P are modified; otherwise, only one column of samples is
modified. Similarly, if inequation (8) returns true, two samples at the boundary of block Q are modified; otherwise, only
one sample is modified [11].
𝑝 , − 2𝑝
< 3𝛽 ⁄16
𝑞 , − 2𝑞
< 3𝛽 ⁄16

,

+𝑝

,

+ 𝑝

,

− 2𝑝

,

+𝑝

,

(7)

,

+𝑞

,

+ 𝑞

,

− 2𝑞

,

+𝑞

,

(8)

The normal filter decision flowchart is presented in Fig.
4 based in [11]. If inequation (6) returns true for a line, the
samples p0 and q0 for that line will be filtered. After that, condition (7) is evaluated for samples from block P column 1
and if that condition returns true this means that the sample
p1 for the tested line must be filtered. Finally, if condition (8)
returns true for samples from block Q column 1, then the
sample q1 for this line must be filtered.
Finally the filtering process starts and equations (9-12)
are applied to each sample belonging to sets p0 and q0 which
must be filtered, including the calculation of the offset Δ0
[11]. The following equations are responsible for the filtering
operation and to modify the input samples by adding or subtracting an offset value (Δ0) to each sample. The samples 𝑝
and 𝑞 represent the modified samples by the filter operation.

A. Normal Filter
The normal filter is applied in areas where the artifacts
are smoother, but it still improves image quality. A second
filtering decision level is performed within the normal filter,
which tests a condition based on each line i of the block according to equation (5) and inequation (6). The sets of samples to be modified by the filter are called p0 and q0. The set
p0 represents all samples within column 0 of block P, that is,
p0,0, p0,1, p0,2 and p0,3, where the second index represents the
Fig. 4 The Normal Filter decision flowchart.
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C. Chroma Filter
𝑝 = 𝑝 +∆

(9)

𝑞 =𝑞 −∆

(10)

∆ = 𝐶𝑙𝑖𝑝3(−𝑡𝑐, 𝑡𝑐, 𝛿)

(11)

𝐶𝑙𝑖𝑝3(𝑎, 𝑏, 𝑥) = max(𝑎, min(𝑏, 𝑥))

(12)

The clipping operation Clip3 presented in (11) uses input
parameters tc and δ to determine the maximum value that a
modified sample can achieve after the normal filter application. The parameter δ is determined in equation (5), whereas
equation (12) shows the Clip3 (a, b, x) function. Equations
(13) and (14) show the calculation of both modified samples
p’1 or q’1. The values to ∆p1 and ∆q1 are obtained according
to equations (15) and (16).

The DBF is only applied to chroma block boundaries
when BS is equal to 2, which happens when one of the adjacent blocks is an intra-predicted block. The chroma filter
only modifies one sample from each side of the block boundary (p0 and q0), which must also be a Coding Unit (CU), a
Transform Unit (TU) or a Prediction Unit (PU) boundary
aligned with the 8×8 chroma sample grid. The HEVC DBF,
in case of 4:2:0 chroma subsampling, is only applied to the
block boundaries that lie at the luma and chroma sample positions that are multiples of eight [11].
Equation (23) is used to obtain the offset value ∆c, which
is used to modify the set of chrominance samples p0 and q0
in the same way as the filtering of luminance samples in
equation (9) and and (10) [11].
∆ = 𝐶𝑙𝑖𝑝3(− 𝑡 , 𝑡 ,

𝑝 =𝑝 +∆

(13)

𝑞 = 𝑞 +∆

(14)

∆ = 𝐶𝑙𝑖𝑝3(− 𝑡𝑐 ⁄2 , 𝑡𝑐 ⁄2,
( (((𝑝 + 𝑝 + 1) ≫ 1) − 𝑝 + ∆ ) ≫ 1))

(15)

∆ = 𝐶𝑙𝑖𝑝3(− 𝑡𝑐 ⁄2 , 𝑡𝑐 ⁄2,
((((𝑞 + 𝑞 + 1) ≫ 1) − 𝑞 − ∆ ) ≫ 1))

(16)

B. Strong Filter
The strong filter is applied in areas where artifacts are
more visible. This mode modifies six samples per line of the
adjacent blocks and enables the strong low-pass filtering.
The HEVC DBF strong filter is similar to the H.264/AVC
filter, except for the clipping operation. The reason for the
clipping operation in HEVC is because the decision for the
strong filter is made based on just two lines of the block
boundary (i = 0 and i = 3), as shown in samples contoured
in red in Fig. 3. Considering the P block, equations (17-19)
and define the computation of the modified samples, where
the Q block uses equations (20 -22) to generate the filtered
samples [11]:
𝑝′ = (𝑝 + 2(𝒑𝟏 + 𝒑𝟎 + 𝒒𝟎 ) + 𝑞 + 4) ≫ 3

(17)

𝑝′ = (𝑝 + 𝒑𝟏 + 𝒑𝟎 + 𝒒𝟎 + 2) ≫ 2

(18)

𝑝′ = (2𝑝 + 3𝑝 + 𝒑𝟏 + 𝒑𝟎 + 𝒒𝟎 + 4) ≫ 3

(19)

𝑞 ′ = (𝑞 + 2(𝒒𝟏 + 𝒒𝟎 + 𝒑𝟎 ) + 𝑝 + 4) ≫ 3

(20)

𝑞 ′ = (𝑞 + 𝒒𝟏 + 𝒒𝟎 + 𝒑𝟎 + 2) ≫ 2

(21)

𝑞 ′ = (2𝑞 + 3𝑞 + 𝒒𝟏 + 𝒒𝟎 + 𝒑𝟎 + 4) ≫ 3

(22)

After being filtered, samples p’0, p’1, p’2, q’0, q’1, q’2 pass
through a clipping operation. These values are calculated
based on a relation between the sample value before filtering
(original samples) and the tc parameter, according to the intervals [pi - 2tc, pi + 2tc] for P block samples and [qi - 2tc, qi
+ 2tc] for Q block samples [11].

(((𝑞 – 𝑝 ≪ 2) + 𝑝 − 𝑞 + 4) ≫ 3))

(23)

III. RELATED WORKS
The Deblocking Filter was firstly introduced in the
H.264/AVC video coding standard, where this filter was defined as a mandatory requirement [2]. The HEVC in-loop filter has two main filters: DBF and SAO. The DBF is the focus
of this work and this filter was inspired in the DBF defined
in H.264/AVC. There are works in the (technical) literature
about the dedicated hardware designs for the H.264/AVC
DBF, like [15], [16], [17], [18] and [19], but since this work
is focused on the HEVC DBF, the works targeting
H.264/AVC are not comparable with the solution proposed
in this article, since there are important differences between
the DBF filters used in both standards. There are also some
published works about the HEVC SAO implemented in
hardware [20], [21], [22], [23] and [24]. The most relevant
related works found in the literature relating dedicated hardware designs for the HEVC DBF were [6], [7], [8], [9] and
[10] and they are used as references in the comparisons between this work and related works.
This paper focuses in the HEVC DBF, presenting a dedicated hardware with high throughput and low power. In the
last years, some works have been published focusing on the
HEVC DBF relating solutions with algorithmic optimizations and hardware designs and the most important among
these works will be detailed in the next paragraphs. These
solutions try to tackle several challenges, such as the huge
memory bandwidth required to access video data and the
substantial number of arithmetic operations required by the
filtering operations [9].
Among the selected DBF hardware architectures, the
work [10] proposes a high-throughput hardware for the
HEVC DBF based on hardware reuse to accelerate filtering
decision units with a low cost area, which is up to six times
smaller than the best related DBF architectures found in the
literature at that time. The architecture proposed in [10] replaces multiplications by a sequence of shift-adds operations
in the filters equations, decreasing significantly the amount
of required computational resources. Besides these results,
the architecture achieves a maximum throughput of 60
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frames per second (fps) for 1920×1080 video sequences considering ASIC synthesis using a 45nm CMOS standard-cell
library and an operating frequency of 200MHz.
The authors in [9] propose a highly efficient DBF architecture for HEVC based on a strategy to reduce the number
of memory accesses. A new data structure scheme is proposed along with a six-stage pipeline architecture with low
latency, enabling high processing throughput and low complexity. The work presents a bigger architecture that comprises the DBF, but the results are presented separately for
each module, allowing the comparison with other DBF solutions. The DBF was implemented using the TSCM 90nm
standard cell library and achieved a throughput of 60 fps for
a resolution of 4096×2048 pixels under a frequency of
100MHz.
The work [8] was the first HEVC DBF hardware proposed in literature. It aimed at achieving high performance
by using two parallel datapaths. The hardware was implemented using Verilog HDL and is able to process 60 fps considering the 1920×1080 resolution. The implementation
firstly targeted a 40nm FPGA and then targeted an ASIC to
standard cell libraries implemented in 90nm CMOS technology, achieving an operation frequency of 86 MHz. This work
implements only the luma filters.
The HEVC DBF architecture proposed in [6] is based on
an interleaved scheduling to reduce significantly the intermediate amount of data storage. The implementation over a
90nm CMOS technology is able to support real-time
deblocking operations at 30 fps for 7682×4320 video sequences when considering an operation frequency of 141.5
MHz.
A cost-efficient hardware architecture for the HEVC
DBF is proposed in [7] aiming at high throughput and low
hardware cost. A hybrid pipeline with two processing levels
is adopted to improve the system performance. The proposed
hardware was synthesized for a 0.13µm standard CMOS
technology and presents low cost in terms of area. While operating in a frequency of 250MHz, this DBF implementation
is able to process 3840×2160 videos at 60 fps.
IV. THE DESIGNED DBF HARDWARE ARCHITECTURE
This section describes the designed low-power and a
high-throughput DBF architecture, which is fully compliant
with the HEVC DBF operations presented in Section II. The
architecture is presented in Fig.5 and it was designed to process up to 64 samples per clock cycle, processing luminance
and chrominance components in two parallel datapaths. The
top-level architecture is the Deblocking Filter Architecture
module, as presented in the top of Fig. 5. The DBF architecture is composed by three main modules: the Normal Filter
(NF), the Strong Filter (SF) and the Chroma Filter (CF). In
case the samples do not need to be filtered, as explained in
section II, the entire process can be bypassed.
The top-level architecture is responsible to define the filtering decisions based on equations (1-4). Depending of the
luma and chroma input samples (pj,i and qj,i) and the coding
parameters (QP and BS) the decisions if the filter must or not
be performed and which one of the filters will be chosen are
defined.
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The DBF top-level architecture receives as input two adjacent luminance 4×4 blocks and two adjacent chrominance
4×4 blocks per cycle through the inputs pj,i Luma, qj,i Luma,
pj,i Chroma and qj,i Chroma, as presented in Fig. 5. Each sample is
8 bit-wide.
The j and i indexes represent the column and line of the
sample inside the block, respectively, where i or j equal to
zero represents the sample closest to the boundary and equal
to three represents the sample farthest to the boundary. The
input also includes the QP (8bits) value, which is necessary
to define the β and tc (8 bits) values used in the filtering decisions and other filters operations. As previously described,
the β and tc are both needed in the NF operation, while in SF
and CF only tc is required for clipping.
The last input to the top-level architecture is the BS,
which is used to determine whether the input samples are bypassed (BS≤0) or filtered (BS>0) and when the chroma filter
will be used (BS=2). The global control receives the BS
value, tc and β parameters and controls which will be the architecture output, this module is responsible for the filtering
decisions. The two multiplexers presented in the bottom of
Fig. 5, Mux P 2x1 and Mux Q 2x1 are used to select the output
from the CF module from block P and Q when the filter performs (BS=2) or just bypass the samples from the input to
the output without any filtering.
The NF is presented in more details in Fig.5 because this
filter has the most complex hardware control among the three
implemented filters. The NF has an additional filtering control that analyses the lines of the adjacent blocks and decide
how many samples from each side of the blocks must be filtered. Then, this filter must support the calculations of inequations (6–8) besides the filtering process itself (5) and (916).
The SF filter must process more samples than the NF, as
discussed in section II, but even requiring a high throughput,
the SF architecture is simpler than the NF architecture because the filtering decisions were already done by the toplevel control. Then, the SF filter must only support the operations previously presented in section II- subsection B.
The CF is the simplest filter among the designed filters
since it modifies less samples than the others (as presented
in section II – subsection B) and since it does not have any
internal conditions to be evaluated.
All the filters equations previously presented were designed in a combinational way and exploring the maximum
allowed parallelism when processing 4×4 blocks. Then, each
horizontal or vertical boundary of 4×4 blocks is processed in
only one cycle, independently of the used filter.
The DBF complete architecture interface considers a CTU
oriented synchronization, where the processing of one 64×64
Coding Three Unit (CTU) starts only when the processing of
the previous CTU is finished. Each CTU includes the luminance and chrominance information and since the 4:2:0 subsampling rate is considered, one 64×64 CTU has one matrix
of 64×64 luminance samples and two matrixes of 32×32
chrominance samples (one for Cb and other for Cr) [11].
The DBF is only applied for boundaries of 8×8 luminance or chrominance blocks. Each 64×64 CTU has 64 luminance and 32 chrominance 8×8 blocks (16 Cb blocks and
16 Cr blocks). Since the horizontal and vertical boundaries
of each 8×8 block must be filtered, then 128 luminance and
64 chrominance boundaries must be filtered. Since the filters
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Fig. 5 Block diagram of the designed DBF hardware architecture

were designed to process, in parallel, a half of each 8×8 block
boundary, then the 128 luminance boundaries are processed
in 256 cycles and the 64 chrominance boundaries are processed in 128 cycles. Since two parallel datapaths are used
(one for luminance and other for chrominance) in 256 cycles
a 64×64 CTU is completely filtered.
A. Normal Filter Architecture
The normal filter (NF) architecture was developed based
on two main unities: a control unit and an operation unit, as
presented in Fig.5 The NF architecture receives as input the
16 luma samples pj,i, qj,i, (eight from P block and eight from
Q block) and the parameters β and tc. The outputs are the new
eight samples for the P block and the eight samples for the Q
block. In the worst case, the 16 input samples must be filtered
and in the best case, only eight samples must be filtered. The
NF architecture is fully combinational, and all calculations
required to process the 16 input samples are processed in
only one clock cycle.
The control unit receives pj,i, qj,i, β and tc as inputs, performs the decisions and calculates the parameters that are
necessary during the filtering operation. In the NF architecture, the β parameter is employed to decide the number of
samples that must be modified by the operation unit (see inequations (7) and (8)). As previously explained in section II,
the notation pi (or qi) is used to indicate a set of four samples
belonging to each column of blocks P or Q. So p0 indicates
the set of four samples p0,0, p0,1, p0,2 and p0,3 belonging to column 0 of block P. This way, in the worst case (when sets p0,
p1, q0 and q1 must be modified) the total number of filtered
samples is 16.
The number of samples to be filtered is defined by the
module NFCp,q in the NF Control Unit, as presented in Fig.
5, except for the set of samples p0 and q0 that are already
defined when the innequation (6) returns true according to
the Normal Filter algorithm (see Fig.4). The filtering decisions for blocks P and Q are independent, so the NFCp,q
module generates two information about the number of samples to be filtered, one for each adjacent block. The inequations (7) and (8) are implemented in this module to define
exactly the number of samples that must be processed for
each block from the set of samples p1 and q1 following the

procedure presented in the flowchart in Fig.4. To increase
the architecture throughput, the number of samples that must
be filtered for eight blocks are generated in parallel (four P
and four Q blocks). Finally, this information is sent to the
operation unit defining how many samples must be filtered
for each one of the eight blocks.
The local control unit is also responsible for computing
δ, ∆0, ∆p1 and ∆q1 for each line evaluated by the filter through
the clipping operation presented in equations (5), (11), (15)
and (16). These calculations are performed in the module
named as ∆s,δ, in Fig. 5.
The decision to filter or not the samples is done by the
Global Control module in Fig. 5. The NF output is based on
the value of samples in lines 0 to 3 (see equation (5) and inequation (6)). The filtering operation is only applied to a line
of samples across the block boundary if the absolute value of
δ is lower than ten times the tc value. This module generates
the signal that controls the NF architecture outputs or from
the NF operation unities or just bypassing the input samples
without any filtering operation. This module is basically a
comparator to implement inequation (6) and which generates
the correct NF output for the multiplexers control.
Finally, the operation unit processes the input samples
according to the decision taken by the local control unit for
each block. This unit is composed by two modules: the Operational Function module for pj,i samples (OFp) and Operational Function module for qj,i samples (OFq). OFp and OFq
modules implements equations (9), (10), (13) and (14) simultaneously. These modules were implemented to support a
parallelism of 16 samples per cycle.
The entire NF architecture compute a total of 180 arithmetic operations per cycle: 60 additions, 44 subtractions, 20
multiplications by constants, 28 divisions by constants and
28 comparisons.
B. Strong Filter Architecture
The strong filter (SF) architecture is simpler than the NF
module because this module does not have internal filtering
decisions. But this module requires a higher parallelism level
since it must filter a higher number of samples. The SF modifies the sets of samples p0, p1 and p2 from block P and q0, q1
and q2 from block Q (each one with four input samples). This
means that SF must filter exactly 24 input samples.
In the SF architecture, the input samples are the same as
those used in the NF, i.e., pj,i and qj,i. Besides the input samples, only the tc parameter is necessary as input for the clipping operation. The output are the 24 filtered samples. The
SF architecture was designed also in a fully combinational
way, supporting the parallelism required to filter the 24 input
samples in only one clock cycle.
Basically, the input samples are modified according to
equations (17-22) to generate the filtered samples for blocks
P and Q. These operations are calculated by the modules Fp
and Fq in Fig. 5, which respectively operates equations (1719) for block P samples and equations (20-22) for block Q
samples. After the original samples being modified in those
modules, the clipping operation generates the final SF outputs according to the interval based in the original samples
and the tc parameter, [pi - 2tc, pi + 2tc] for P block samples
and [qi - 2tc, qi + 2tc] for Q block samples.
The SF was designed using a common subexpression
sharing strategy to reduce the number of operations, area
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consumption and to increase the architecture throughput. In
section II, the terms highlighted in bold in equations (17 –
22) are the common subexpression that are shared among
these equations for the block P and block Q. It is important
to highlight that the six presented equations are applied to the
four samples line (0-3). The use of this strategy allows the
reduction of 56 arithmetic operations in comparison to the
original equations. Then, the SF is able to process a total of
188 arithmetic operations per cycle: 100 additions, 8 subtractions, 40 multiplications by constant, 24 divisions by constants and 16 comparisons.
C. Chroma Filter Architecture
The chroma filter (CF) presented in Fig. 5 was developed
based on equation (23). This module uses tc, pj,i and qj,i as
inputs to calculate the offset ∆c. Then, the same equations
used in the normal filter (9-10) are used to modify the set of
samples p0 and q0, totalizing eight modified samples that are
forwarded to the output of the top-level architecture, pj,i and
qj,i.
The application of this filter depends only on the BS value
and it is applied only if BS is equal to 2. Therefore, when BS
is equal to 2 the filter selects the output from CF. This module was implemented to support parallelism of 8 samples.
The filter computes the output using 36 arithmetic operations
per clock cycle: 8 additions, 12 subtractions, 4 multiplications by constants, 4 divisions by constants and 8 comparisons.
V. SYNTHESIS RESULTS AND COMPARISONS
The designed DBF hardware was described in behavioral
VHDL and validated using the ModelSim software with real
input vectors extracted from the HEVC Model 16.18 (HM
16.18) reference software [26]. The experiments and results
presented in this section consider synthesis using the CMOS
standard-cell TSMC 40nm library with PVT (Process Voltage Temperature) of 0.9 Volts and temperature of 25 Celsius
degrees in the RTL Compiler tool from Cadence. The gate
count was calculated based on 2-input NANDs that represent
0.9408 μm² for this TSMC technology.
The behavioral VHDL description was chosen as a strategy to increase the RTL Compiler tool power of synthesis.
The RTL Compiler was able to automatically convert the
multiplications and divisions by constants in shift-adds and
to use other optimizations, increasing the performance of the
designed DBF architecture.
The first experiment was done to evaluate the power dissipation of the designed architecture. The power estimation
considers the test sequences defined in the Common Test
Conditions (CTC) [14]. The video sequences used in this experiment were: BQTerrace, Traffic, PeopleOnStreet, Cactus,
and BasketballDrive. These sequences present different resolution and frame rate, but none of them has the characteristics targeted by the architecture designed in this work, which
is 8K UHD at 60 frames per second. This experiment was
done using the CTCs to allow a better comparison of the designed architecture with related works, since the CTCs are

defined in a public document with a detailed description of
the evaluation setups and this document is broadly used in
the video coding community. Two frames of each sequence
were used to perform the evaluations. As the video characteristics vary between these sequences, the target operation
frequency was calculated separately for each case, varying
from 6.64MHz to 7.73MHz. Then, this experiment required
a set of synthesis targeting distinct video resolutions and
frame rates to observe the architecture behavior considering
these different scenarios.
The power dissipation of the proposed design was estimated based on real switching activity, the required operation frequency, and the QP value. Therefore, real input vectors extracted from the DBF function input of the HM 16.18
reference software [25] were used in order to reach more realistic power results. For each video sequence evaluated,
four QP values were considered in the input vector extraction
from the reference software, following the CTCs recommendation. Such vectors were then used to create the Toggle
Count Format (TCF) files that were used as input to the Cadence Incisive tool.
Table I shows the results of this experiment. The first important information in Table I is that the designed architecture is able to process high resolution videos using a very low
operation frequency and, then, reaching a very low power
dissipation. The frequencies presented in Table I were defined to allow the processing rate required for each evaluated
sequence, considering the different resolutions and frame
rates of these sequences.
From Table I one can also conclude that the power dissipation varies with the QP value and with the video characteristics. These characteristics determine different frame partitioning possibilities and the use of different encoding tools,
implying in different filtering decisions, defining the level of
use of each DBF filter (Normal, Strong and Chroma) which
have different levels of power dissipation as previously presented. Then, the differences among the power dissipation
results in the solutions shown in Table I are function of this
set of variables. This is especially noticeable by the input
sample switching activity, which presents exactly the same
behavior.
The results presented in Table I also allow a conclusion
about the influence of the required operation frequency and
the dissipated power. The interesting thing here is that the
expected result is not reached in all cases. One can expect
that as higher is the operation frequency, as higher is the dissipated power. This expectation is confirmed in most of the
cases, but for a small difference between the target frequencies (as shown in the first lines of Table I), a higher frequency can bring a smaller power dissipation. The first three
results for QP 27 are the best examples. This occurs because
the video characteristics are also important to define the
power dissipation. A video with more details and movements
will require a higher encoder effort, impacting in the number
of required filtering operations and increasing the power dissipation. This increase can be high enough to surpass the
power increase caused by a higher operation frequency when
processing a video with lower details and movements. From

TABLE I. Total power dissipation results (in mW) using real input vectors considering different scenarios.
Video Sequence

Resolution

Freq.
(MHz)

BQTerrace
Traffic
PeopleOnStreet
Cactus
BasketballDrive

1920x1080@60fps
2560x1600@30fps
2560x1600@30fps
1920x1080@50fps
1920x1080@50fps

7.73
7.65
7.65
6.64
6.64

Power Dissipation (mW)
QP 22
0.343
0.334
0.336
0.278
0.224

QP 27
0.321
0.311
0.327
0.251
0.221

QP 32
0.296
0.331
0.314
0.254
0.225

Switching Activity (%)
QP 37
0.306
0.327
0.321
0.237
0.225

QP 22
14.76
12.74
12.85
12.11
11.71

QP 27
14.20
12.34
12.43
11.31
10.86

QP 32
13.67
11.95
11.98
10.84
10.35

QP 37
13.32
11.33
11.44
10.20
9.63
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this first experiment one can conclude that power dissipation
depends directly on the target operation frequency, the video
characteristics and the QP value.
The next experiments considered an operation frequency
enough to allow the real-time processing of the architecture
target video resolution and frame rate: 7680x4320 pixels
(UHD 8K) at 60 frames per second. This operation frequency
was defined considering that each 64×64 CTU is processed
in 256 cycles in the designed architecture. Considering the
target video resolution (8K UHD), each frame has 8,100
CTUs. Considering the target frame rate (60fps), 486,000
CTUs must be processed per second. Thus, as each CTU requires 256 cycles to be processed, the target frequency must
be 124.4MHz (486,000 CTU/s × 256 cycles/CTU).
Table II presents the individual synthesis results for each
one of the designed DBF hardware architecture modules to
show the contribution of each designed filter (NF, SF and
CF) in the total area (Kgates) and power (mW) of the whole
DBF architecture. For this experiment, the tool default
switching activity of 20% was used.
The results presented in Table II show that the NF has a
smaller area (lower gate count) than the SF. Even with more
complex calculations, NF processes a lower number of samples than the SF, implying in lower area requirements. The
CF is the smallest module among the three filters. The NF
uses 3.5 times more gates while SF uses 5 times more gates
than the CF. This was expected because CF calculations are
simpler than NF and SF and because CF must process a
smaller number of samples. The power results present a similar behavior, where the luminance filters have the highest
power dissipation, with a huge difference from the chrominance filter dissipation, since CF reached a power dissipation
from 4 to 6 times lower than NF and SF.
Other important observation when considering the results
presented in Table II is that the complete DBF architecture
uses much more gates and dissipates much more power than
the sum of the results reached by the three filters. This occurs
because the filtering decisions, the global control and the
output multiplexers are also necessary, and these modules
are included in the top-level DBF architecture.
The last synthesis was done also considering the operation frequency of 124.4MHz, supporting the real-time processing of UHD 8K videos at 60 frames per second. But in
this case, a power dissipation estimation based on real
switching activity was performed. The power was estimated
considering the worst-case scenario from the experiment presented in Table I, using BQTerrace video sequence
(1920×1080, 60 fps) and QP 22. The power estimation was
performed considering the input switching activity of
14.76%, a more precise and realistic value than those 20%
used as default by the RTL Compiler tool from Cadence.
Table III presents the reached results in terms of operation frequency (MHz), throughput (resolution@fps), area
(Kgates) and power dissipation (mW). The first important
TABLE II. Area and power results targeting UHD 8K videos.
Area
Power
Architecture
(Kgates)
(mW)
Normal Filter (NF)
5.10
1.20
trong Filter (SF)

7.27

1.85

Chroma Filter (CF)

1.46

0.29

DBF (Top level)

17.27

7.47

TABLE III. Synthesis results and comparisons with related works.
Tech.
Freq.
Throughput
Area
Power
Work
(nm)
(MHz) (resolution@fps) (Kgates) (mW)
Fang [6]
90
141.5
7682×4320@30
12.0
Ye [7]

130

250.0

3840×2160@60

17.6

-

Ozcan[8]

90

86.0

1920×1080@30

16.4

11.55

Hsu [9]
Diniz [10]

90
45

100.0
200.0

4096×2048@60
4096×2048@60

44.1
3.3

7.38
-

This

40

124.2

7680×4320@60

17.27

4.73

conclusion here is that the power dissipation is significantly
smaller when using real inputs to define the switching activity. This reduction was from 7.47mW (in Table II) to
4.732mW (in Table III).
Table III also presents a comparison of this work with
five related works found in the literature. These comparisons
were done considering only the DBF operations core and do
not consider memories or buffers structures. As the related
works are implemented using different technologies and targeting different throughputs, a completely fair comparison is
impossible to be drawn, but some considerations can be
done. The technologies are also presented in Table III.
The proposed HEVC DBF architecture design reaches a
high throughput and is the only solution able to process 8K
UHD videos at 60fps. The capability of processing 8K UHD
at 60fps in real time indicates a better performance even in
comparison to the high-throughput hardware architecture
based on hardware reuse proposed in [10].
The designed architecture presents a larger area when
compared to some of the related works. The reached area is
just smaller than [6] and [9]. This high value of used gates is
a function of the high level of parallelism used in the architecture presented in this article and this parallelism is required to allow the reached throughput in a lower operation
frequency, allowing for a low power consumption. Only two
related works present power dissipation results: [9] and [8],
with 7.38mW and 11.55mW, respectively. These results are
much higher than the 4.73mW reached in this work, even
with the DBF architecture presented in this paper reaching
real-time processing of videos with higher resolutions and
frame rates.
VI. CONCLUSIONS
This paper presented a hardware design for a highthroughput and low-power DBF of the HEVC standard. The
proposed DBF hardware implements the three filtering
modes defined in HEVC, namely the strong and the normal
filters (NF and SF) for luminance components and chroma
filter (CF) for chrominance component.
The designed DBF hardware is capable of processing up
to 64 samples per clock cycle processing luminance and
chrominance components in two parallel datapaths. The architecture reaches real-time processing for Full HD videos at
60 frames per second running at 7.73 MHz and 8K UHD videos at 60 frames per second running at 124.4MHz. When
running 8K UHD videos, the architecture dissipates only
4.73mW. The comparison with other similar architectures
found in the literature showed that the designed DBF surpasses all related works in terms of throughput and reached
the lowest power dissipation.
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